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ABSTRACT
Shadows play a key role in realistic 3D graphics rendering,
which dramatically enhance our perception of a 3D scene
by providing useful visual cues. Even tremendous advances
in computer graphics and programmable GPUs have made
real-time photo-realistic rendering a realit y, the synthesis
of realistic shadowing e�ects is still hard and computation-
ally intensive. Shadow mapping is one of the most popular
approach for real-time shadow rendering. The image-based
characteristic makesshadow mapping extensively adopted in
real-time applications, despite it usually su�ers from the in-
herent aliasing errors due to the image-basednature. In this
paper, we develop the Parallel-Split Shadow Maps (PSSMs)
scheme,which splits the view frustum into di�eren t parts by
using the planes parallel to the view plane and then gener-
ates multiple shadow maps for the split parts with variable
resolutions. By applying geometry approximation to the
split parts, shadow maps concentrate on the visible portions
of the sceneto exploit available shadow maps resolution as
possible. Our approach is intuitiv e to develop without using
complex data structures, and performs real-time or interac-
tiv e shadow rendering for the dynamic, large-scale virtual
environments using the graphics hardware, as shown in our
experiments.

Categoriesand SubjectDescriptors
I.3.7 [Computer Graphics ]: Three-Dimensional Graphics
and Realism| Color, shading, shadowing, and texture; I.3.3
[Computer Graphics ]: Picture/Image Generation| Anti-
aliasing, bitmap and frame-bu�er operations

Keywords
Shadow Mapping, Image-basedRendering, Anti-aliasing

1. INTRODUCTION
Shadows are essential for the realism of computer images

and virtual environments. Though they can be automat-
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ically generated by global illumination techniques such as
radiosity and ray tracing, real-time rendering of shadows
has been a non-trivial and challenging task.

The two main categoriesof shadow algorithms are shadow
volumes [4] and shadowmapping [17]. Shadow volumeswork
in object spacewhich requires the connectivit y information
of all polygonal meshesin the sceneto compute the silhou-
ette of each occluder (Figure 1). The drawbacks inherent to
this object-based method are due to the geometric nature
and the per pixel operation. Because a potential silhou-
ette must be computed for every shadow casting object in
the scene,the scenecomplexity has direct in
uence on the
performance of the algorithm. Furthermore, rendering the
shadow quads to the stencil bu�er can consumetremendous
amounts of stencil �ll rate.

(a) Shadowed Scene (b) Shadow Volumes

Figure 1: Shado w Volume. (a) Shado w rendered
with shado w volumes. (b) Visualization of shado w
volumes (y ello w color) and silhouettes of the ob ject
(white color).

Shadow mapping [17], on the other hand, works in im-
age space and requires only one additional rendering pass
per light. With such 
exibilit y and performance, shadow
mapping is extensively adopted in real-time by its general-
it y and e�ciency . Shadow mapping is basically a two-pass
algorithm. In the �rst pass, the sceneis rendered from the
light's point of view. The scene'sdistance information to
light is stored in the current depth bu�er (i.e. shadow map).
Each pixel of the shadow map indicates the distance of clos-
est point hit by a ray directed from the light to the scene. In
the secondpass,the sceneis rendered from the eye's point of
view. Here, each pixel is transformed into light view space
again, and its depth value is compared to the depth value
stored in the shadow map. If the depth value in shadow map
is near to the light source, this pixel is shadowed (Figure 2).

As any image-space method based on discrete bu�ers,
shadow mapping su�ers from aliasing problems, which are



(a) Illuminated Point, i.e. z0= map(x0; y0)

(b) Shadowed Point, i.e. z0> map(x0; y0)

Figure 2: Shado w Mapping. Each poin t (x, y, z) in
the eye's view space is transformed in to the ligh t's
view space (x 0, y0, z0) when determining whether this
poin t is shado wed or not.

mainly due to insu�cien t shadow map resolution (under-
sampling) for the scenebeing rendered. Such aliasing ar-
tifacts can be further classi�ed as perspective aliasing and
projection aliasing [14] and an insightful analysis for per-
spective reparameterization of shadow map is presented in
[18]. In the following, the shortcoming of shadow mapping
methods when applied especially for large-scalevirtual en-
vironments is discussed:

� In large-scalevirtual environments, the shadow map's
resolution is usually increasedto reducealiasing errors.
Due to the limitation of maximum texture resolution
on hardware (e.g. 2048x2048at maximum on today's
DirectX9-lev el hardware), using a single huge shadow
map is impractical and insu�cien t in many cases.

� To increase shadow map resolution, the geometry ap-
proximation in the eye's frustum is proposed to make
the shadow map focusing on the objects within the
view frustum as seen from the light. In large-scale
virtual environments, the global approximation of the
whole scene can not produce the optimal bounding
shape of the visible objects.

In this paper, we develop the parallel-split shadow maps
(PSSMs) scheme, which splits the view frustum into di�er-
ent depth levels by the planes parallel to the view plane,
and then render the shadow maps with appropriate reso-
lution and parameterization for the split parts (Figure 3).
In the following, Section 2 outlines the previous related
work in shadow rendering. Section 3 describes our PSSMs
scheme for large-scale virtual environments, including pre-
processing of lighting sources, view frustum split, light's
frustum split, PSSMs rendering and scene-shadows render-
ing. Section 4 presents the experimental results of our pro-
posedscheme, in comparison with single-map shadow map-
ping methods for several dynamic virtual environments. Fi-
nally, the summary and further work go to Section 5.

2. PREVIOUS WORK

Figure 3: Top ro w: the scene shado ws rendered by
standard shado w map (SSM), with the resolution of
1024x1024. Bottom ro w: the scene shado ws ren-
dered by our PSSM(3;512x512), with the resolution
512x512, 256x256 and 128x128 resp ectiv ely .

The literature on real-time shadow rendering in computer
graphics is vast, and far beyond the scope of this paper. We
thus concentrate on most relevant to our algorithm in solving
problems of shadow map aliasing and undersampling. More
details related to real-time shadow rendering in general are
given in the comprehensive survey [19].

Adaptiv e Shadow Maps (ASMs) [5] reduces aliasing by
storing the shadow map as a hierarchical grid structure. By
evaluating the contributions of shadow map pixels to the
overall image qualit y, it is re�ned to create higher resolu-
tion at regions that contain shadow boundaries. Aliasing
at those critical regions is thus greatly reduced without re-
quiring a "
at" shadow map of huge resolution. However,
this method requires traversal and re�nement operations,
which need many rendering passesand aren't feasible for
real-time applications. Recently , a GPU-accelerated imple-
mentation of ASMs was presented by Lefohn et al. [8], but
the reported performance is still not satisfactory in com-
plex virtual environments. The work presented by Arv o [1]
can be regarded as a simpli�ed variance of ASMs which pro-
posedto usea tiled grid data structure to tessellatethe light
view and change the sampling qualit y according to a heuris-
tical analysis, but subdivision artifacts may occur due to the
heuristic nature of the binary cutting such that some tiles
may obtain extremely non-square shapes from the shadow
map.

Perspective Shadow Maps (PSMs) [14] intro ducesthe idea
which �rst maps the scene and the light source to post-
perspective space and then generates a standard shadow
map in this spaceby rendering a view from the transformed
light source to the unit cube (i.e. transformed view frus-
tum). The method works by the fact that under projectiv e
transformation lines remain lines, and sincethe shadow map
"sees" the scene after perspective projection, perspective
aliasing can be signi�can tly decreased. [7] presented a de-
tailed analysis and implementation of PSMs. A recently im-
proved perspective shadow map reparameterization method



is Light Space Perspective Shadow Maps (LiSPSMs) [18]
which avoids some inconvenienceof the original PSMs and
leverages its distribution of aliasing errors, but the alias-
ing errors near to viewers are still noticeable in somecases.
Trapezoidal shadow maps (TSMs) [11] are another variant
of PSMs and very similar to LSPSMs, except that they usea
di�eren t perspective warping transform such that the user-
focusedportion at the front of the frustum is mapped to the
80% line on the shadow plane. Another way to reparame-
terize the shadow map is to tilt or warp the shadow plane
directly [3][10], but such oblique shadow plane can not be
globally optimal to the whole scene.

Tadamura et al. [15] proposed a plural approach which
usesa dynamic texture array comprised of multiple shadow
maps with varying resolution. Similarly , it divides the view
frustum into several parts to approximate the contin uously
varying of the resolution along the distance from the view
point. Comparing to this algorithm, three important im-
provements are proposed in our approach: (1) The compli-
cated and time-consuming computations for optimal lengths
of split parts are replaced by our e�cien t depth-adaptiv e
split scheme. A straight and robust depth adaptiv e split
scheme has been proposed in this paper. Our split scheme
satis�es the depth adaptiv e requirement of the shadow map
resolution, but without the recursive searching procedure.
The shadow qualit y only depends on the interactiv ely ad-
justable number of split layers (given the shadow map res-
olution). (2) The varying resolution of shadow maps in
the Tadamura approach is not compatible with the hard-
ware that only support the textures with the dimension of
"p ower of two". Instead, the MIP-map resolution con�gu-
ration makesour approach more general and easyto control
the overall texture memory. (3) The Tadamura et al. ap-
proach requires multiple rendering passesfor both shadow
maps rendering and scene-shadowing. In our approach, only
single pass is needed for scene-shadows rendering by using
pixel shader. The potential acceleration of shadow maps
rendering on future hardware is also discussed.

Practical Shadow Mapping [2] proposes a tigh t �tting
frustum (geometry approximation) such that the shadow
mapping algorithm only concentrates on the visible parts
of the sceneand takesadvantage of nearly all available pre-
cision. The central idea is to enclosethe view frustum by
a tigh t bounding rectangle (BB: bounding box) from the
light's point of view.

Deep Shadow Maps (DSMs) [9] addressesaliasing by us-
ing jittered samples and pre-�ltering them. Unlik e other
shadow-mapping methods which store a single depth at each
pixel, DSM stores a representation of the fractional visibil-
it y through a pixel at all possible depth. It doesn't deal
with aliasing causedby insu�cien t shadow map resolution.
SecondDepth Shadow Mapping [16] can be used to reduce
problems due to depth quantization and self occlusions. Per-
centage Closer Filtering [12] usesa simple tric k to tackle the
aliasing artifacts around shadow boundaries. It works by
extending the concept of classical bilinear �ltering method
used in texture sampling.

Recent techniques proposeto integrate shadow maps and
shadow volumesor other primitiv es[13][6] to take the merits
of both image-spaceand object-spacemethods. At the same
time, they also inherit drawbacks of both approaches.

3. PARALLEL-SPLIT SHADOW MAPS

The goal of reparameterization of shadow map is to pro-
duce an optimized distribution of texture pixels which can
provide su�cien t sampling rates for points being mapped.
For example, PSMs and LiSPSMs are designed to reduce
perspective aliasing errors along a contin uous variable re-
gion (i.e. depth range between near and far clip planes).
However, it is hard to provide su�cien t sampling density
for every point being mapped in this range due to the com-
plexit y of scenegeometries. In order to alleviate the above
aliasing errors causedby a single shadow map, our PSSMs
scheme treats the contin uous depth range as discrete depth
layers and then reparameterizes shadow map in each layer
(Figure 4). PSSMs can produce better aliasing error distri-
bution along the depth range and tigh ter bounding shape
to exploit more available texture resolution. The features
of our approach provide high-qualit y rendering of dynamic
shadowing e�ects for large-scalevirtual environments.

Figure 4: Split the view frustum in to few parts with
di�eren t depth ranges, and multiple shado w maps
with variable resolutions are generated for the split
parts.

3.1 Light Sources
In our system, we usedirectional lighting sourcesto illus-

trate the idea for clarit y. For the point lighting sources,we
unify our approach in light's post-perspective space(Figure
5). After applying light's projection transform to the scene,
all objects are transformed to the normalized clip spaceof
lighting source. Point lighting sourcesare converted to direc-
tional onesand directional lighting sourceskeepunchanged.
We then render shadow maps in this post-perspective space,
and all pixels' distances to lighting sourcein the secondren-
dering pass also need to be transformed to this space. By
applying the projection transform to both shadow map and
scenerendering, our system supports both the directional
and point lighting sources. The post-perspective processing
simpli�es our discussionof the scheme, which was also used
in LiSPSMs.

3.2 PSSMsOverview
The processingsteps of the PSSMs scheme are outlined

in the following:

STEP 1 Split the view frustum into few depth parts.



Figure 5: Poin t ligh ting sources are converted to
directional ones in ligh t's post-p ersp ectiv e space.

STEP 2 Split the light's frustum into few smaller ones,
each of which covers one split part also the objects
potentially casting shadows into the part.

STEP 3 Render a shadow map with appropriate resolution
and parameterization for each split part.

STEP 4 Render sceneshadows for the whole scene.

Here frequently usednotations in our discussionare listed:

notation description
V view frustum.
Vi the ith split part of V (1 � i � m).
n and f depths of near and far clip planes of V

respectively.
m the number of split parts.
Ci depth of the ith split plane in view

space(1 � i � m � 1), for convenience
we supplement to de�ne C0 = n and
Cm = f .

Ti the shadow map texture for split part
Vi ( i.e. the ith split shadow map).

PSSM(m; [r es]) the split scheme which uses m � 1
planesto splits V into m parts, and the
resolution of the �rst shadow map is
r es. (e.g. PSSM(2; 512� 512) usesone
plane to split the sceneinto two parts
and the resolution of T1 is 512� 512).

3.3 View Frustum Split
The "split" idea is based on the observation that objects

located in di�eren t distance rangesto the viewer needdi�er-
ent texture resolutions. Shadow map resolution should be
increasedas objects are located/moved closer to the viewer,
i.e. shadow map with higher resolution is used for the part
closer to the viewer, and oneswith lower resolutions for the
parts further distanced. The textures with di�eren t resolu-
tions are used to reduce aliasing errors of texture mapping.
Figure 6 shows the m split planes in general that are located
at f Ci j 0 � i � mg along z axis. The key problem here is
how to select the Ci ? De�ne L i = Ci � C0 81 � i � m,
the following assumption is used in our system.

L i +1 = 
 L i 
 > 1 (1)

The coe�cien t 
 used in this assumption is a constant and
greater than 1. Becausethe depth of the furthest split part
bounds to the far clip plane at least, we should satisfy

L m � f � n =) 
 m � 1L 1 � f � n

Figure 6: Along the z axis we split the view frustum
in to few parts by using the split planes at f Ci j 0 �
i � mg. Surface l is clipp ed in to l i and l i +1 at Ci .

or

L 1 =
f � n

 m � 1

+ � bias � bias � 0 (2)

we can combine (1) and (2) into the following formula,

Ci = min f n +
f � n

 m � i

+ � bias ; f g 
 > 1; 81 � i � m (3)

In equation (3), the variable � bias is a non-negative bias
which can be used to accurately adjust the clip positions
along z axis according to practical requirements of applica-
tions. This equation givesus a theoretic split scheme based
on the assumption (1).

Two unknown parameters m and 
 in (3) should be deter-
mined. For the �rst one, the practical number of parallel-
split planes m used in large-scale virtual environments is
discussedin subsection 3.6. For the determination of 
 , the
selection criteria is that the consistent transition of shadow
qualit y should be kept at points near to the clip plane. This
is crucial for the techniques that usemultiple shadow maps,
becausethe varying resolution for di�eren t split parts may
lead to the discontin uit y of shadow qualit y transition when
surfacesstraddle two adjacent split parts. Although an ad-
justable parameter in [15] has beenintro duced to determine
the appropriate shadow map resolution to alleviate this ar-
tifact through an expensive scene analysis at each frame,
the tradeo� between qualit y and speed is prone to be bro-
ken due to the calculation time for shadows is proportional
to the value of this parameter. Instead, our split scheme is
fast and robust with consistent aliasing transition at split
boundaries.

First let's consider the shadow aliasing transition at split
boundaries. Since the discontin uit y of aliasing transition
comesfrom the varying resolution of shadow maps, we �rst
give our con�guration for shadow maps resolutions. De-
�ne dsi as the texel size of Ti in texture space, and � i =
dsi +1 =dsi . As we mentioned before, the goal of our split
scheme is to use higher resolution for closer parts. Then,

� i =
dsi +1

dsi
=

1=resolution (Ti )
1=resolution (Ti +1 )

� 1



In addition, since somehardwares only support the texture
with the dimension of "p ower of two" (i.e. the size of the
texture is 2a � 2b), the value of � i should be 2c for the gen-
eralit y of our algorithm. In our current system, we choose
the minim um � i = � = 2 (c = 1) for a moderate variation
of shadow map resolution.

Now we can explain what " consistent aliasing transition "
means in mathematics. In Figure 6, a small surface l strad-
dles two adjacent split parts Vi and Vi +1 . The texel size
dsi of Ti covers l i of l in Vi in world space, the texel size
dsi +1 of Ti +1 covers l i +1 of l in Vi +1 in world space, and
the projected sizesdpi and dpi +1 of l i and l i +1 on the near
plane of V . Becauseboth dpi and dpi +1 are measured by
one texel for the viewer, the consistent aliasing transition
along l requires dpi = dpi +1 .

According to the important result from the insight pa-
pers [14] and [18], shadow mapping aliasing errors dp=ds
can be expressedas the product of perspective aliasing E 1

and projection aliasing E2 . E1 comesfrom the perspective
foreshortening e�ect which can be improved by the param-
eterization of the shadow map. More importantly , E1 can
be measuredin quantit y, i.e. E1 = dz=zds (actually E1 is a
function with respective to n, f and z, i.e. E1 = E1(n; f ; z)
refer to [14][18] for more details). Pro jection aliasing de-
pends on the normal of the object's surface (given view and
lighting directions). De�ne E i

1 and E i
1 as the perspective

and projection aliasings in the sub-frustum Vi respectively.
Therefore,

dpi = dpi +1 ( ) dsi � E i
1 � E i

2 = dsi +1 � E i +1
1 � E i +1

2

or

E i
1

E i +1
1

=
dsi +1

dsi
= � = 2 (4)

Here we have two notices: (1) the near and far planesof split
part Vi becomeCi � 1 and Ci +1 respectively when rendering
an independent shadow map for Vi , but the aliasing compar-
ison is still proceededon the original near plane n. (2) the
projection aliasing errors are ignored becausethe projection
aliasing errors of l1 and l2 are the same,i.e. E i

2 = E i +1
2 (the

normals of l1 and l2 are the same).
Substituting E i

1(Ci � 1 ; Ci ; z)jz= C i and E i
1(Ci ; Ci +1 ; z)jz= C i

for E i
1 and E i +1

1 respectively in Equation (4), combining
with Equation (3), then we can get the split points Ci for
di�eren t shadow map parameterizations.

3.4 Light' s Frustum Split
In this step, we split the light's frustum into smaller ones

Wi . Each Wi can be constructed by computing the inter-
section between the axis-aligned bounding box of Vi in the
light's view space. Wi covers Vi and the objects potentially
casting shadows into this layer (Figure 7).

De�ne the axis-aligned bounding box of Vi in the light's
view spaceasB i , S as the bounding box of the virtual scene.
Then Wi in general can be expressedas

Wi = B i \ S 1 � i � m (5)

Equations (5) outlines a general approach of how to split
light's frustum. However, as we mentioned before, the avail-
able shadow map resolution can be increase by applying
geometry approximation to get a tigh ter B i which makes
shadow maps only focusing on "shadow relevant" objects.

Figure 7: Split the ligh t's frustum in to f Wi g, each of
them covers the split part Vi . Then, apply geome-
try appro ximation to Wi to pro duce fo cused bound-
ing shap e B i , and the sum of B i is smaller than the
bounding shap e B of the whole scene.

A main shortfall of current methods approximating the
whole scene is that they don't take account into the dis-
tribution of objects, the resulted bounding shape makesthe
shadow map wastesthe resolution betweenobjects. This sit-
uation becomesworst when the objects are located sparsely
in large-scalescene.Stefan Brabecet al. [2] proposedto uti-
lize histogram equalization to uniform the quantization dis-
tribution of the depth values, but it needsto read back the
frame bu�er again such that the performance drops down.

In PSSMs,weapply the geometry approximation approach
to each of the split parts separately, rather than the whole
view frustum. Let's use axis-aligned bounding box (AABB)
as an example of geometry approximation method to il-
lustrate how we enhance global resolution utilization ratio
of shadow map textures. Considering this processfor any
depth region in Figure 7, B and B i are the bounding box of
V and Vi respectively. Obviously we have

mX

i =1

Ar ea(B i ) � Ar ea(B ) =
mX

i =1

Ar ea(Wi )

That meanswe can calculate more preciseapproximation for
the bounding shapeof the scenebasedon the split operation.
More parts we split, more compact bounding boxes we can
have. This partial (or non-global ) approximation schemecan
be easily integrated with other shadow mapping techniques.

3.5 PSSMsRendering
Lik e standard shadow mapping, we usethe focusedlight's

frustum Wi to render Vi into a shadow map texture Ti with
appropriate resolution. We call the array of textures Ti as
parallel-split shadow maps (PSSMs).

Becausethe variation of shadow map resolution between
Ti and Ti +1 is � = 2, the resolution of Ti can be represented
by

resolution(Ti ) = 2k � i � 2k � i

where k is constant, usually k=10 in our implementation.
Notice that the resolution scale � = 2 actually only needs
to be processedalong z axis, i.e. shorten the length of u
half and keep the length of v unchanged in texture space.
Therefore, the total storage requirement of PSSMs is,

mX

i =1

2k � i � 2k � i �
1X

i =1

2k � i � 2k � i =
1
3

2k � 2k



Assuming a single texture with the size of 210 x210 used
in other shadow mapping techniques, the PSSM(3; 29x29)
scheme sets three shadow maps T1 , T2 and T3 with the res-
olutions 512x512, 256x256 and 128x128 respectively. The
aboveequation shows that the storagerequirement of PSSMs
is less than 1/3 of the original shadow map texture resolu-
tion (1024x1024) if a single shadow map is used, but with
higher qualit y shadowing images. In comparison with the
single-map shadow mapping, the PSSMs scheme allows us
to use lessshadow map resolution but better dynamic shad-
owing e�ects, especially in large-scalevirtual environments.

3.6 Scene-shadowsRendering
With the PSSMs generated in the previous step, shadow

e�ects can be now synthesized into the virtual scene.Similar
to standard shadow mapping algorithm, the only di�erence
is that we should select correct shadow map from PSSMs
when determining if a pixel is shadowed or not.

Theoretically , shadow maps require passesfor the scene-
shadows rendering becauseweneedto samplethe split shadow
maps for each rasterized fragment. This burden depends
on the number of texture stages supported by the hard-
ware. In order to avoid multiple passesfor the �nal scene-
shadows rendering, we have utilized pixel shader to synthe-
size shadow e�ects for all pixels in only a single pass, as
follows:

For each rasterized fragment, we sample the appropriate
shadow map based on the depth value of this fragment. In
the view space, obviously Ti should be used for points lo-
cated in the range [Ci � 1 ; Ci ]. However, in fragment bu�er,
the coordinates are measuredin clip space. In Direct3D, the
depth value z in the view spaceis transformed to f

f � n (1� n
z )

in clip space. Therefore, the split points Ci are transformed
to

Cclip
i =

f
f � n

(n �
1

Ci
) 2 [0; 1]

Hence, for a pixel in fragment bu�er with the depth value
zclip , if zclip 2 [Cclip

index � 1 ; Cclip
index ] or

f
f � n

(n �
1

Cindex � 1
) � zclip �

f
f � n

(n �
1

Cindex
) (6)

the shadow map Tindex is selected.
Since our approach utilizes multiple shadow maps to im-

provescene-shadows qualities, the generation of PSSMsneeds
multiple passeswhich may result in the performancedegrad-
ing. For this concern, multiple rendering targets (MRT) in
the speci�cation of OpenGL 2.0 (or Microsoft Direct3D 9.0)
might be the choice for this problem, which can render split
parts into di�eren t textures simultaneously. In many appli-
cations especially for large-scalevirtual environments, it is
necessaryto support the high qualit y scene-shadows render-
ing with the optimal texture memory cost and real-time per-
formance by using the up-to-date graphics hardware. Even
without MRT support, it is worth to pay a moderate cost on
the multi-pass rendering in real-time with the dramatic im-
provement of shadow qualities. In our experiments, we have
tested the PSSM(2), PSSM(3) and PSSM(4) schemeswhich
produce a good tradeo� between the rendering speed and
scene-shadows qualities. Our experimental results (m � 4)
have shown the better scene-shadows e�ects in texture mem-
ory required and visual qualities in real-time or interactiv e
rendering speed. Figure 8 shows the rendering speed of the
above PSSMs schemesin our experiments.

4. EXPERIMENT AL RESULTS
We have developed the Parallel-Split Shadow Maps by

using Microsoft DirectX SDK 9.0. We run the shadow ren-
dering tests using 800*600 image resolution, and fps is mea-
sured by an Intel Pentium 4 2.8GHz CPU with 1G RAM,
a NVidia GeForce 6800Ultra GPU with 256M video mem-
ory. The vertex/pixel shader programs are coded to ad-
dressshadows rendering for the split parts. In addition, we
have compared our PSSMs with single-map shadow map-
ping techniques including standard shadow maps (SSMs),
perspective shadow maps (PSMs), lighting space perspec-
tiv e shadow maps (LiSPSMs) and trap ezoid shadow maps
(TSMs) from NVidia SDK 9.1. In our PSSMs implementa-
tion, TSMs have been chosen to generate the shadow maps
for the split parts.

Four virtual scenesare composedin our experiments: Rob ot
W ar (220K triangles), Huge Chessb oard (51K triangles),
Knigh ts (1M triangles) and Mining Terrain (1.3M tri-
angles), in which a dynamic directional lighting source and
�eld of view 60� are set up. For the scenesnapshots,we have
marked and enlarged a rectangle area to show the detail of
scene-shadowing qualities.

In the 1st set of experiments, our objectiv e is to examine
how the shadow qualities are improved in PSSMs when we
increase the split number of the view frustum. Other tech-
niques including SSM, PSM, LiSPSM, TSM (1024x1024)
also used for reference. In Figure 9, there are about 160
static robots randomly located in the 1:44km2 environment.
32 static chessmansare placed on a 0.49km2 huge chess-
board in Figure 10. near = 1m and f ar = 800m are con-
�gured for both Rob ot W ar and Huge Chessb oard . As
we see, the shadow qualit y is dramatically increased as we
split the view frustum into more depth layers.

As we presented in subsection 3.6, PSSM(3) achieves the
best tradeo� betweenshadow qualities and rendering perfor-
mance in our experiments. The second set of experiments
is designed to compare single-map shadow mapping algo-
rithms with PSSM(3). Knigh ts is a virtual desert envi-
ronment which consists of 60 shadow-casting objects ran-
domly located over a 1.6km2 terrain with near = 1m and
far = 800m. The objects in this virtual scene include 15
dynamic dwarfs, 15 dynamic knights, 15 static trees and 15
static cactus. In Figure 11, we have compared the scene
shadows rendered with PSSM(3;512x512). From the exper-
iments, we seethat PSSM(3) achieves the best result in our
experiments. Mining Terrain is a virtual outdoor envi-
ronment rendered in the view frustum with near = 1m and
far = 1000m. There are about 55 complex objects including
10 clawbots, 15 windmills, 20 rocks and 10 trees randomly
located in the 2:56km2 environment. Two di�eren t views
have been compared for this scenemodel. Figure 12 also
shows that our approach can produce better shadow quali-
ties, becausewereparameterize the shadow maps in di�eren t
resolution layers.

Figure 8 shows the timing performance results for single-
map shadow mapping technique TSM and PSSMsschemes(m �
4) in our experiments. The rendering speedsfor single-map
shadow mapping techniques (SSM, PSM, LiSPSM, TSM)
are nearly the same,the averagefps for the Mining Terrain
sceneis 21.9 and standard derivation is 0.8. In Table (a), we
useTSM as the representativ e single-map technique to com-
pare with our approach. Table (a) shows that the PSSMs
achieved real-time performance(#FPS column) for the four



Figure 8: Performance Statistics.

testing virtual scenes. In our experiments, we did not use
other optimizations such as LOD management and geome-
try instancing. The frame rates of PSSM(2) in Chessb oard
(51K) and Mining Terrain (1.3M) achieve 58.00 fps and
15.60 fps respectively. The frame rates of PSSM(4) in these
two testing scenesare 47.22 fps and 13.20 fps. Although a
moderate performance hit causedby using multiple shadow
maps, the achieved rates for our split scheme is satisfactory.
Other classical optimizations may apply to further improve
the performance such as using as large batches of geome-
try as possible. Chart (b) visualizes the timing performance
in di�eren t testing scenes,and (c) shows that the texture
memory used (#T ex column in Table (a)). As we see,
#T ex for PSSMs is much less than single-map technique.
In summary, PSSMs can produce real-time shadowing ef-
fects with much less texture memory, but with signi�can t
high-qualit y shadow rendering, especially for the dynamic,
large-scalevirtual environments.

Seemore dynamic shadow e�ects at our project webpage
http://www.cse.cuhk.edu.hk/~fzhang/publications/pssm_pg .

5. SUMMARY
This paper proposedand developed the Parallel-Split Sha-

dow Maps (PSSMs) scheme, which splits the view frustum
into di�eren t depth ranges by using split planes parallel to
the view plane, and then renders multiple shadow maps for
the split parts. Our approach provides a fast and robust
split scheme without expensive sceneanalysis, in which ap-
propriate con�guration for both resolution and parameter-
ization of shadow maps are applied. In comparison with
other techniques using single shadow map that usually suf-

fer from the aliasing errors causedby insu�cien t resolution,
our approach utilizes multiple shadow maps with lower res-
olution to reduce the overall texture memory requirement
and better scene-shadows qualities. Our experimental re-
sults have shown the high-qualit y shadow rendering on the
commodit y graphics hardware with real-time or interactiv e
performance, especially for the dynamic, large-scalevirtual
environments.

We will further our work on hardware-acceleratedPSSMs
to reduce rendering passes for the generation of shadow
maps (e.g. using MRT on current shader model), and the
formal analysis of perspective aliasing errors distribution in
PSSMs. The e�ectiv e hybrid integration of shadow map-
ping techniques in our parallel-split scheme would also be
investigated.
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Figure 12: Mining Terrain


